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Synopsis

An aircraft's configuration is its mix of first class, business class, and coach seats.  The spill model estimates the spilled demand for overall aircraft seating capacity.  The question is, what is the spill, by class?  

The old, simple solution to managing reservations for three cabins treats them like three separate aircraft.  Modern reservation systems "nest."  This means they employ unused F class seats for excess J class demand, and unused J class seats for excess Y class demand.  With nested cabins, the spill model is executed three times, but not for the cabins separately.  It is applied for the F, the combined F and J, and for the total F plus J plus Y.  These calculations provide spill estimates which are good enough for practice.

The Excel spreadsheet CABINS3.XLS shown in the appendix to this paper is an example of a cabin configuration study following the nested cabin logic.  The spill model needs two parameters:  K-cyclic and Spoilage.  K-cyclic for a fleet for a year tends to be near 0.48.  Spoilage runs between 5% and 15%.  

The spreadsheet example contains common options for valuing spilled passengers.  The ultimate question is profits, not passengers.  The spreadsheet allows for consideration of passenger costs and additional spill penalties by cabin.  

It turns out the mix is a shallow optimum.  In addition, the estimates for cabin revenue and demand are the greatest source of uncertainty in such an evaluation.    

Introduction

An aircraft's configuration is its mix of first class, business class, and coach seats.  The spill model is a formula for estimating how much demand fails to fit on a stated capacity.  Thus the spill model can be used to evaluate the performance of various seating configurations.  The spill model requires four numbers:  the average demand, the capacity, and two technical parameters.  One parameter (K-cyclic) characterizes the variations of demand about its average.  The other (spoilage) characterizes the overbooking and denied boarding trade-off.  

The spill model is usually employed to estimate the spilled demand for a total aircraft seating capacity.  Application for multiple cabins is not difficult, but it requires some discussion to define the ground rules.  This working paper discusses the application of the spill model to the multiple cabins on an aircraft.  It also discusses a small spreadsheet application which can be used to explore most airline cases.

Method

In the classical case of cabin configurations, there is an estimate of first class (F), business class (J), and coach (Y) demands, and a proposed practical seat mix.  The question is, what is the spill, by class?  The answer requires an under-standing of how the yield management system is going to use the combination of spaces.

The old, simple solution to managing reservations for three cabins is to treat them as three separate aircraft.  Using the spill model when cabins are treated in isolation is easy.  Three spill estimates are made for the three cases in the conventional way.  However, this is not the right answer for the more normal case, where cabins share some of each other's space if the need arises.  

Modern reservation systems employ unused F class seats for excess J class demand, and unused J class seats for excess Y class demand.  This approach views the cabins as "nested."  That is, the F cabin is "nested" in the J cabin, and the J cabin in Y.  This nesting is not part of the reservation system display, but it is part of the allocation of spaces within the system.  In the display, unneeded F seats will be moved to the J cabin, and so on.

The revenue gains for this approach can be significant, so most airlines use it.  This does not mean that wholesale upgrades will occur.  It simply means that the airline will not avoid bookings when the likelihood is that a few upgrades will have to be made at the gate.  The upgrade seats are commonly used when the no-show estimate has been too high and denied boardings threaten.  In an extreme case, a tri-class airplane may be sold entirely as coach if it is used in a market with no high fare demand.  Normal applications are less extreme.

With nested use of cabins, the spill model no longer applies for the F, J, and Y cabins separately.  Instead, it is applied three times: for the F, the combined F plus J, and for the total F plus J plus Y case.  Spill for F is the spill from its case alone.  Spill for J is the spill for the combined F and J demands combined on the combined F and J capacities, minus the already counted F spill.  And spill for Y is the spill for the total demand off the total capacity, minus the already counted F and J spill.  

These calculations do not provide an exact estimate of the spill.  But as long as there is less (percent) F spill than J, and J spill than Y, the approximation is good enough for practice.

An Example

The Excel spreadsheet CABINS3.XLS shown in the appendix to this paper is an example of a cabin configuration study done following the nested cabin logic.  Most of the rows in the spreadsheet have to do with what value to set on the spill once it is calculated.  These lines will be discussed in a later section.  For now, line 9 is where the average per departure demand is entered.  Line 10 enters the fractions of demand for each cabin.  This is the demand mix, which is slightly different from the load mix approximated on line 40.  Line 20 presents the calculated demands by cabin.  Line 21 gives the proposed seating configuration.  These are the numbers that tend to be changed and changed again in a study.  In CABINS3.XLS, the value for Y seats is an estimate based on the numbers of F and J seats and the space left for Y seats.  Many users will want to make a copy of the sheet and type over this with the actual cabin capacities.  

Line 29 column B shows the first class capacity, adjusted to reflect the average spoilage caused by no-shows.  Continuing in column B, line 30 is the first class demand, and line 33 the first class spill using the standard spill formula.  For this small spreadsheet, the spill macro spreadsheet functions discussed in other spill model documentation have not been used.  Instead the spill formula itself has been programmed in the appropriate cells.

In the example, column C shows the combined capacities of the F and J cabin on line 29.  Capacities are adjusted for spoilage.  The combined demand for F and J is shown in line 30.  The spill for J alone (column C line 34) is calculated by getting the spill for the combined case and subtracting the F spill already obtained.

Finally, the combined F, J, and Y demands and capacities are shown in column D.  The Y on line 34 is the spill for this combined case, minus the F and J spills.  The total passenger count spilled in column E is the spill for the combined F, J, and Y cases.

Technical Parameters

The spill model needs two parameters.  The most important is called "K-cyclic" in the general spill model documentation.  K-cyclic is the measure of the variation of demand about its mean.  The two major influences on K-cyclic are the variations across days of the week and holidays for a single flight leg, and the variations of demand size for the various flight legs a fleet gets assigned.  In markets with high seasonality, seasonality can be a third major influence on K-cyclic.

K-cyclic for a fleet for a year tends to be near 0.48.  This is a value for the combined F, J, and Y cabins.  It seems to hold true for both US domestic and longer haul international services.  Several working papers exist discussing K-cyclic and its estimates.

The other K-cyclic values needed apply for the F demand alone, and for the combined F and J demands.  There are reasons to believe that the values should be the same for both cases.  Although the business traffic which uses the premium cabins has less day of week and seasonal variation than Y cabin traffic, it also varies more market to market.  K-cyclic for these cabins could be either higher or lower than for the entire aircraft.  

Sometimes, it is better to analyze the problem not as a fleet decision but as a series of individual markets.  That means one gets answers for the same seat count for each market and adds them up.  Different markets would have different demand splits and fares.  The K-cyclic when treating each individual market will be smaller.  A market by market treatment would be wise if the business proportions of the markets varied broadly, and the number of markets were few.  In international flying, this could well be the case.  Where the number of markets is large, fleet averages and fleet values for K-cyclic will make more sense.

The other technical parameter needed for spill calculations is called "spoilage."  Spoilage is the average number of seats empty for a flight which was full as far as the reservation system is concerned.  Spoilage is caused by no-shows.  Optimal over booking only partly compensates for now shows.  Normally, spoilage can run between 5% and 10%.  

Regular users of the spill model will be accustomed to using a parameter called "C-factor" to set the spoilage.  This rule of thumb does not apply for premium cabin capacities for two reasons.  First, premium cabins are generally too small.  The rule was developed for seat counts above 50.  And second, the overbooking policy for premium cabins is different from the one which applies to the entire aircraft capacity.  So this study reverts to an explicit statement of the spoilage rate by cabin.  The effective capacity for spill will then be the seat count capacity minus the stated spoilage.  For the final calculation involving the entire aircraft, the conventional C-factor approach can be used to estimate the spoilage percent.  There is no reason for such numbers to be integer.  They represent averages.

Valuing Spill

The spreadsheet example CABINS3.XLS contains some common options for valuing spill.  Fundamentally, spill is revenue lost.  The true loss to the airline is not the average fare, but the fare less the passenger variable costs.  The spreadsheet subtracts "passenger IOC" from the stated fare.  Furthermore, the average fare is not the fare spilled.  With yield management, most spill will be at a discount fare.  This is particularly true of the coach cabin.  So spill in the spreadsheet is spilled at a net discount fare.

The spreadsheet allows for the imposition of an additional penalty for spill.  This penalty represents the value to the airline of avoiding turning away a customer.  It is expressed as a multiple of the net average fare for the cabin in question.

On the example spreadsheet CABINS3.XLS, Line 11 enters the fares.  A separate working paper gives some guidance in selecting these values.  Line 12 expresses the passenger cost such as commissions, boarding, meal, and service expenses which would not be experienced without the customer.  Values near 20% are usual.  Higher values apply when fares include taxes.  Line 13 expresses the idea that the fare spilled can be below the average fare.  Indeed, for the coach cabin, the fare spilled us usually taken as 75% of the average coach fare.  

Line 14 allows passengers who are denied space in their own cabins to accept space in lower cabins at lower fares.  In the spreadsheet, this is only allowed when the percentage of departures full (line 31) for the lower cabin is lower than the value for the higher cabin.  This is seldom the case for a reasonable seat mix.

Similarly, line 15 allows for passengers denied space in their own cabin to pay for the next higher cabin.  Not all who try will succeed.  The spreadsheet estimates the fraction who succeed.  The estimate is based on the fraction of the time the low cabin is full (line 32) and the higher cabin is not.  Thus for the J cabin the fraction is J full (cell C32) minus F full (cell B32), divided by J full.  

Line 16 allows further penalties to be assessed for spill revenues lost.  The answer in E41 will be the revenue on board net of passenger costs and with spill counted as lost at the requested discounts form line 12.  The answer in E43 subtracts the further spill penalties.

In the CABINS3.XLS spreadsheet, the lightly shaded areas are input values.  The two darkly shaded revenue values in the bottom right corner are the average revenue for the configuration, and the average revenue net of additional penalty values.  These are the "answer."  The spreadsheet would be used by putting in various values for the "PROPOSED SEATS."  Each time the configuration is changed, the two revenue results change.  By trying possible configurations, the best one can be found.

Overview

The spill model can be used to value different cabin configurations for an aircraft.  Some adjustment of technique is required to account for the occasional sharing of cabins by fare classes.  The optimum revenue obtained at the very best seat mix is a shallow optimum.  Other mixes in the same regions will do nearly as well.  The estimates for cabin revenue and demand are the greatest source of uncertainty in such an evaluation.  The seat mix which is best is not very sensitive to the K-cyclic or spoilage parameters.  

A simple spread sheet allows seat mixes which are reasonable to be compared in terms of total revenues. 
