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Introduction

The Spill Model predicts how much demand is turned away due to high load factors on a group of flights.  Within the Spill model, K-cyclic is the parameter used to set the variation of demand.  As its name suggests, K-cyclic captures variations caused by such demand cycles as days of week and seasonal trends.  When the Spill model is used for groups of flights, such as entire fleets or regions, K-cyclic also accounts for the differences in demand across the flights in the group.  

The total K-factor is the ratio of standard deviation to mean of demand.  This also is called the "coefficient of variation."  Total K-factor is the combination of K-cyclic and the "random" variations of demand.  The amount of random variation is estimated within the model.  Random variations depend only on the size of the mean value of demand.  K-cyclic depends on the case being studied.

The random and cyclic effects are independent.  The total K-factor is the (root mean square) sum of the two effects:

        K-factor = sqrt(K-cyclic**2 + K-random**2)

The size of the cyclic variations is set by setting K-cyclic.  K-cyclic is input to the Spill model by the user.  K-cyclic values can range from 0.20 and 0.50.  Values near 0.30 for a segment and 0.48 for a fleet are normal.

Components of K-cyclic

K-cyclic accumulates the variations of demand from a number of different causes.  The more variation included in the case under study, the higher K-cyclic will be.  Sources of variation include cycles of demand through the seasons of the year, cycles across days of the week, and variations across groupings of flights such as the flights for a fleet or a series of similar markets.  An additional component of K-cyclic for planning is overall traffic forecasting error.

The lowest K-cyclic is the case of all the flights on a single day of the week over a season of 3 or 4 months.  For example, all the Tuesday cases of the noon flight from Seattle to Chicago for the Summer.  K-cyclic for such a case might be about 0.11.  This would measure variations within the season across all Tuesdays.  A case covering all four seasons might have a K-cyclic of 0.20.  Single day seasonal or yearly K-cyclic values come up most often in international flying.

A more usual K-cyclic is the common case of a flight for a single month.  For example, all 30 cases of the noon flight from Seattle to Chicago for the month of June.  K-cyclic for such flights capture the day of week variations -- that is the differences between Friday demands and Wednesday demands.  On top of the weekly cycle is a small amount of seasonal trend.  Together, they typically produce K-cyclic values near 0.30 for a month.

K-cyclic for a flight for a year combines both the seasonal and monthly effects.  Independent components of K-cyclic add as variances (squared values).  K-cyclic from combining a 0.20 for the seasons of a year with a 0.30 for days of a month would be:

            0.36 = sqrt(0.30**2 + 0.20**2)

A more common case it is an incremental aircraft in one fleet type or another for a year.  This addresses the question of how many of a smaller and larger aircraft to have.  The group of flight legs represents the mix of assignments which could go to either fleet.  A K-cyclic of 0.40 is often used for such cases.  For instance, "Profit Profiles" are often done at a K-cyclic of 0.40.

In the case a fleet for a month, the 0.30 case is added to in a different way .  The K-cyclic for the variations across a fleet depends on how broad range of demands the fleet covers.  This depends on the airline route network, the number of sizes of aircraft available for assignment, and the difficulty of routing efficient assignments.  In general, this is a hard problem.  The fleet variations alone a K-cyclic of 0.32.  Combining this with the value for each flight within the month (0.30) produces a total K-cyclic of 0.44 for a fleet for a month:

            0.44 = sqrt(0.30**2 + 0.32**2)  

K-cyclic for a fleet for all the months of the year combines the single flight monthly variation (0.30), the seasonal variation (0.20) and the across the fleet variation (0.32) to produce a total K-cyclic of 0.48:

            0.48 = sqrt(0.30**2 + 0.20**2 + 0.32**2)  

Finally, all these values referred to "observed" historical cases.  Most Spill model exercises involve planning.  Unlike data gathered from past flights, planning adds the effect of forecast uncertainty.  For instance the load factor for a planned schedule might be estimated at 65% with an uncertainty of 3%.  The K-cyclic associated with this uncertainty is 3/65=0.05.  Planning uncertainty for future fleets can have K-cyclic values of 0.17.  Adding this to the previous components (0.48) gives a total K-cyclic of 0.51:

            0.51 = sqrt(0.48**2 + 0.17**2)  

These are the components of K-cyclic and that is how they combine.  The values used to illustrate these effects are reasonable, but K-cyclic in real applications should be obtained from the particular airline system in question. 

One application specifically to be avoided is the spill for all the flights in a city pair.  Spill cases cover groups of departures.  A case should cover at least 20 flights.  There should be with no clear divisions into distinct types.  The proposed grouping of all the flights in a city pair is composed of different departure times, with distinct demands and capacities.  Each flight should be evaluated separately.  In high frequency markets with consistent aircraft capacities, K-cyclic values for a city pairs for a month have run around 0.37.

Measuring K-cyclic

Variations from the mean load for historical cases are used to measure K-factors.  K-cyclic can be calculated from observed total K-factors by removing the predicable K-random component.

Load data is not perfect.  Loads are demands distorted by spill and recapture.  Estimating demand K-factors for pure demand distributions from somewhat messy load data is difficult.  Most techniques give low estimates of K-factors under almost all practical circumstances.  The more careful the technique, the higher the estimated value tends to be.  Simple calculations of load variance tend to produce quite low results.

The best way found so far to estimate K-factors from load data is to use the formula:

K-factor = (L50-L25+1) / (0.674*L50)

Where L50 is the median (50%ile) Load, and L25 is the 25%ile Load.  Why is this useful?  There are four problems with estimating K-factors.  The technique above helps with three of them, to a limited degree.  

The worst problem with estimating K-factors is high load factor flights.  High demand cases are truncated by capacity limits.  Some of the demand has "spilled" and missing.  The estimate above is valid as long as the median (50%ile) load does not represent a case which has been sold out.  Here sold out refers to the closing of reservations even for a discount fare class.  For a flight for a month, this will be the case up to about 75% load factor.  Estimates from flights with higher load factors will be too low.

The next worst problem with estimating K-factors from data happens on low load factor flights.  Spill from other flights is recaptured in.  This is sometimes call "refill" demand.  Since other flights tend to spill on high demand days, refill for low load flights will cause their high load days to be still higher load cases.  Again, the technique above does not use the upper half of the load data.  This reduces the distortion from recapture/refill effects.

The third problem with estimating K-factors is that some of the extremely low loads and extremely high loads come from flight delays and cancellations.  If a flight is delayed, much of its demand may find alternate flights and a very low load may result.  Alternately, if an earlier flight suffers a delay or cancellation, the flight being measured may obtain a misleading high load and thus too high an observation for demand.  The method above not only ignores outliers in the high load range, but it also ignores the values of the bottom few load observations as well.

The final problem with estimates of K-factor is statistical.  Even with data without truncations, recaptures, or outliers, variations require many data points to estimate accurately.  The formula above produces estimates of K-factor which will vary by 28% from month to month for a single flight.  This inaccuracy is due to the difficulty of getting a good answer with so few data points.  The method above further sacrifices statistical efficiency to gain the protection from the data distortions of the first three problems.

Incidentally, the value "1" in the numerator of the equation biases the estimate slightly upward when the loads are small values.  This overestimates the K factor for such cases.  But it turns out to be a carefully calculated over estimate.  The spill model itself underestimates spill for small values of demand.  The overestimate of K factor for these cases balances the spill model's underestimate, and produces appropriate results.

Measures of overall K-factors may best be made by combining observations from many months or many similar flights.  The translation of overall K-factor (K-total) as estimated from the data to the K-cyclic component required for the Spill model involves adjusting for the "random" component:

K-cyclic = sqrt( K-total**2 - 2/demand )

Where "demand" is the mean demand for the data.  The term 2/demand is the random component, K-random.  At least that is the value according to the present best form for the Spill model.

Some instances will have a K-total too small for K-cyclic to be a real number.  This happens 20% of the time for a single case of 30 flights in a month, even in simulated data unaffected by capacity limits, spill, or recapture.  It can happen even more often when load factors are above average.  But it is less likely to happen when K-total is the result of combining many cases.  

Finally, improved estimates of K-factors can be had by using booking data instead of load data.  Booking data misses some of the distortions in load data.  Booking data gives higher K-cyclic values than load data.  In addition, yield management systems often have estimates of the spilled demand based on how long the flight has been closed and on an assumed booking curve.  Unbiased estimates of spill improve demand estimates greatly.  Unfortunately, booking data does not help adjust for the distortions from recaptured demand spilling in, or for the statistical difficulty of accurate estimates.

Values for K-cyclic

These values are estimates of K-cyclic to use when data is not available:

For a flight for a month (e.g. the noon flight Seattle to Chicago for 30 days of June), K-cyclic=0.30.  This is for a market with between 20% and 90% business travel.  For planning a schedule 4-8 months ahead, add 0.02 for planning uncertainty.  

Business and pleasure travel tend to peak at different times.  Evidence suggests that the day of week variations in business and pleasure components of travel have a correlation of only about 0.35.  Pleasure travel peaks on weekends, business travel is steady on weekdays and is low on weekends.  In the combined case, the peaks partially cancel out.  However, for a market which is purely business a higher value of K-cyclic=0.35 is suggested.  For a pure pleasure market, K-cyclic can be as high as 0.37.  

For a flight for a year (e.g. the noon flight Seattle to Chicago for 1992), K-cyclic=0.36.  For planning a schedule 2-3 years ahead, add 0.04 for planning uncertainty.  

For an aircraft assignment for a year, use K-cyclic=0.40.  This value is sometimes appropriate to use with "Profit Profiles" when deciding fleet mix.  When "Profit Profiles" are used to compare alternative fleets, the fleet-wide value of K-cyclic below is correct. 

For a fleet for a month, use K-cyclic=0.44.  With planning uncertainty, use K-cyclic=0.47.

For a fleet for a year, use K-cyclic=0.48.  With planning uncertainty, use K-cyclic=0.51.

For an airline for a month or a year, use the same numbers as for a fleet.

For a city pair for a month, don't use the spill model.  Analyze each flight separately.  A value of K-cyclic of 0.37 may apply in some cases with high frequencies and consistent capacities.  Add 0.02 for planning uncertainty.

So far, investigations have not revealed significant differences between long haul and short haul markets, or domestic and international cases.  Similar values have been found for services over the Pacific, the Atlantic, and within Europe.  The explanations for variations changed with the markets, but the calculated values appeared amazingly consistant.  The most recent update of these values was in 1994.  It reenforced the results of studies done over a decade earlier.  

K-cyclic values with no addition for uncertainty

	
	Month
	Season
	Year

	Flight leg
	.30
	.32
	.36

	Aircraft Assignment
	.35
	.37
	.40

	City Pair
	.37
	.39
	.42

	Connecting Bank
	.40
	.42
	.45

	Fleet/Airline
	.44
	.45
	.48


K-factor for First Class Cabins

The Spill model doesn't work as well for First class cabins.  First of all, K factors for small demand values are large.  And second, the demand distributions for small demand values are observed to be distinctly different from the shape implied by the use of a K-factor based model at all.  They are Gammas with shape factors roughly half the demand value.

The revised spill model makes an heroic effort to estimate the correct K factors for smaller cabins.  Present thought suggests that the revised spill model with a conventional K-cyclic is best.  Additional random component of K will be added by the model, making the total K for small demands extremely high.  K-factors can exceed 1.00.  This is correct.  In these circumstance, the K-cyclic choice is not important, since the random effects dominate the total K value.  

The model and data have been compared for First Class seats.  The comparison matched the fill rate of seats in real First Class cabins with Spill model estimates.  The values were quite close.  This is surprising, since some of the assumptions of the spill model are violated when it is applied to such small seat counts.

Spill estimates for first class cabins require other special treatment.  In particular, the "seats light" or "spoilage" that is caused by overbooking and no show behavior is different.  As a consequence, the second spill parameter, called the C-factor, needs special treatment.  This is discussed in a companion memo titled "Selecting Effective Capacity for Spill Model.
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