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Introduction

This note introduces the "Spill Model" and its use.  The model has been around for over 20 years.  It predicts "spill."  "Spill" is the number of customers who do not get a place on a scheduled flight because capacity is too small for the demand.  The model estimates passengers lost.  A second even simpler formula estimates what percentage of the flights will be full.  Both values represent averages for a group of flights.  While spill happens one flight at a time, the spill model predicts the average spill for a group of flights.

The spill model is derived using the idea that the demand for the group of flights falls into a Normal distribution.  This is the familiar "bell shaped curve."  This restriction is not severe.  We know in both fact and theory that distributions of demand are not strictly in the Normal shape.  The spill answers are good enough for practical use anyway.  

The user needs to be aware that the Normal shape is relied on.  The spill model predicts an average for a group of flights.  That group should form a natural family and not be easily thought of as two distinctly different types.  There should be no reason to suspect the demands could sort themselves into distinct sets of values.  Also, to be "Normal" there should be at least 20 flights in the group.  In general, the larger the group, the more likely the normal conditions apply and the more accurate the spill predictions will be.  

Your Problem: Defining the "Case"

Spill is predicted as an average for a group of flights.  For fleet planning, that group can be all the flights assigned to a particular type of aircraft over an entire year.  This can be thousands of flight legs.  On the other hand, when assigning existing aircraft types to a schedule, the spill on each flight leg for a month is needed.  For example the daily noon flight from PUR to XAN in April is only 30 flights.  

The most important decision in applying the spill model is the definition of the group of flights being studied.  Defining the group defines the "case."  

The spill model requires two technical parameters which describe the problem.  Defining the case defines the value for the more important of those two parameters, "K-cyclic."  A separate working paper ("Selecting K-cyclic for Spill Model") estimates K-cyclic for different types of cases.  

K-cyclic characterizes how much variation of demand there is within the group of flight legs in the case.  A high value of K-cyclic means broad variation.  A value of 0.48 might apply for all the flight legs a fleet type would serve in a year.  Variation is caused by the assignment to peak and off peak demands through the day, by day of week changes in demand levels, by seasonal swings, and by uncertainty about future levels of air traffic.  At the lower end, a K-cyclic for a flight for a month would average 0.30.  Some markets could be as low as 0.25.

Yield Management Effects

The other technical parameter for the spill model is something named the "C-factor."  This captures the net effects of pricing, yield management, and overbooking on the usable capacity of the aircraft.  Spill modeling has advanced in the last decade to accept that "full" does not mean that a flight goes out with 100% load factor.  Discount demand is turned away by the reservations system while protecting seats for later high fare demand and also preventing oversales.  The result is that the load at the gate for a flight which has spilled discount demand is not 100%.  Average values of 85%-95% are more typical.  The wasted 5%-15% is called "spoilage."  The C-factor is the spill model parameter which sets the average spoilage for the flight.  A value of 0.5 means that spoilage is roughly half what is normal in US domestic situations.  A value of 1.0 sets spoilage at the levels typical in the US.  Most cases will fall between these two values.

Spill predications are not overly sensitive to the value of the C-factor.  However, many airlines will know their typical spoilage values, so the parameter is not difficult to estimate.  Guidance is offered in a separate working paper ("Selecting Effective Capacity for Spill Model").

Fundamentals: Demand and Capacity

The two basic inputs for each spill model case are the average demand for the case, and the total seating capacity of the aircraft.  Seat counts are seldom a problem.  Demand often is.

It is important to distinguish between "demand" and "load."  The "spill" added to the load gives the demand.  That means last year's load needs the spill added back in before demands are estimated.  Usually this is done by guessing what demand would have spilled to produce the load observed.  In fact, there is a spill function in the set of custom spill functions for EXCEL spreadsheets which does the guessing automatically.  (Custom Functions for Spill are documented in another working paper: "Revised Spill Model Subroutines for Excel.")  Unfortunately, this reversed use of the model is not as accurate as the "forward" spill calculation.  When loads are already high, estimates of demand from reversing the spill model can produce unreasonably high values.  

What Happens to Spill?

Predicting the number of people lost to spill is the easy part.  The spill model predicts the number of passengers whose first choice of flights was in the group and who will not accommodated on the flight of their choice.  What to do with this spill number is a further problem.

This memo is not going to say what to do with the passenger spill number.  Traditionally, the lost spill number has been valued at the average fare for passengers on the flight.  Actually, airlines have behaved in fleet planning and aircraft assignment as if the spill were valued at three times the average fare.  Theory points in the other direction.  Most spill should be at a discount fare.  That is what yield management systems are supposed to do.  They are supposed to see to it that any demand turned away is low fare demand.  Studies suggest that the average fare of a spilled customer is 80% of the time a discount fare and 20% of the time an average fare.  This puts spill values between 75% and 85% of average fare.

The fare spilled is the smallest part of the problem.  Many airlines prefer to discount the value of spilled revenue by what is called "recapture."  The recapture rate is the probability that a spilled passenger will be accommodated on an empty seat on another flight by the same airline.

Recapture certainly exists, but it is not as simple as a single number.  Along with recapture making spill less valuable, the possibility of capturing the spill from other airlines makes seats more valuable.  The recapture and capture effects are often of equal size, and they balance out.  It is not reasonable to include one and not the other.  Also, with recapture, some of the recaptured demand displaces demand which would otherwise fill the seats used.  Thus recaptured demand should not be the likelihood of eventually satisfying the customer, but rather the likelihood of satisfying the customer without causing further spill.

Recapture becomes less and less likely when doing fleet planning.  This is because for fleet planning, the great bulk of the spilled customers are spilled in the peak season in the high load markets.  There will be limited space within the month for these flights to accommodate spill.  Estimates are that over half fleet spill is in months where off peak days have capacity to accommodate under half the spill.  So both capture and recapture effects for fleet planning are under half what they are for planning one high load flight segment within a month.

These capture and recapture effects are more complicated than the initial spill.  They are also more a matter of the particular airline's market share, market position, and its value system.  These effects are not part of the spill model.

An Example

A small example can help the first time user imagine what it is like to use the spill model.

The flight leg from PUR to XAN at noon in April of the year '01 had an average load of 100 on a capacity of 124.  What will the load be next year if an aircraft of only 108 seats is available?  Should the 108 seat aircraft be used, or would the 124 seat aircraft be better?

First, what are the two technical parameters?  What is K-factor?  Reference to the memo on K-factors surfaces the suggestion that a value of 0.30 would be appropriate for a flight leg for a month.  However, PUR-XAN a strongly pleasure market.  (XAN is the code for Xanadu; you won't find it in the OAG but it has a certain reputation.)  Pleasure markets run a little high in variations, because of extra weekend peaking.  A value of 0.34 is selected as likely.

The C-factor can be backed out from experience with spoilage.  Spoilage on this flight runs about 10 seats.  The Excel spill function allows us to deduce that C-factor should be about 0.90.  This is not surprising.  The memo on C-factors suggests using 0.90 as a default.

With a load of 100, a capacity of 124, and the two technical parameters, the demand in April of '01 can be guessed.  A value of 123.5 would have produced the load of 100.

For next year we expect demand to grow at 3%, so demand could average 127.2 in April of '02.  With 108 seats and the same two values for the technical parameters, spill will average 36.7 passengers a day.  Load will average 90.5, and 74% of the flights will be "full."  Of course "full" means no more discount seats will be sold.  Late booking high fare demand to XAN will still get their seats.  

For comparison, using 124 seats in April of '02 would have a spill of 26.2, load of 101.0, and 62% of the flights "full."  The difference in spill between this case and the smaller aircraft is 10.5 passengers.  If the average fare is $100, the discount fare is $75, and spill was at a 20%-80% mix of these fare, the spill fare would average $80.  The difference between the aircraft in spill revenue would be $840.  Would the larger aircraft be worth it?  

Conclusion

This memo serves as an introduction to the spill model.  Other working papers provide detailed guidance about the concepts, the mathematical formulation, the two technical parameters, and the use of spreadsheet functions.

        c:\user\wd\spill\primer.doc   swan may94

